Beam-based decoding

Usual cache size (most models, e.g. Llama2)

Here: Llama?2
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Small efficient cache size (e.g. Mistral)

Here: Mistral
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